
Prompt Tuning LLMs
Mini-Lab 7 NLP Course

Instructor: Ion Androutsopoulos
AUEB



LLM zoo

[1hr Talk] Intro to Large Language Models (youtube.com) by Andrej Karpathy

https://www.youtube.com/watch?v=zjkBMFhNj_g&t=439s


LLM Leaderboard

Chatbot Arena: https://arxiv.org/abs/2306.05685

• ChatGPT – OpenAI
• Claude – Anthropic
• Gemini – Google
• Llama – Meta

• Sizes: 7B, 13B, 70B

• Mistral
• WizardLM

https://arxiv.org/abs/2306.05685


Prompting



Online LLM interaction for users - ChatGPT



Chatbot Arena

• Chat with Open Large Language Models (lmsys.org)
• https://arxiv.org/abs/2306.05685

https://chat.lmsys.org/
https://arxiv.org/abs/2306.05685




Hyperparameters



LLM API for developers- ChatGPT Playground



System Prompt

• You are an expert in NLP
• You are an expert in European Union Legislation 
• You are an expert in statistics 



API call with Jupyter Notebooks



Open Source LLMs: Llama 2 inference

• facebookresearch/llama: 
Inference code for LLaMA
models (github.com)

https://github.com/facebookresearch/llama
https://github.com/facebookresearch/llama
https://github.com/facebookresearch/llama


LORA – Parameter Efficient Fine-Tuning (PEFT)

• https://arxiv.org/abs/2106.09685
• Finetuning LLMs with LoRA and QLoRA: Insights from Hundreds of Experiments - Lightning AI

Modify a portion of the weights to fine-tune the model efficiently 

https://arxiv.org/abs/2106.09685
https://lightning.ai/pages/community/lora-insights/


Open Source LLMs: Llama 2 fine-tuning

• Llama2 Finetuning Demo
• llama-recipes/examples/quickstart.ipynb at main · 

facebookresearch/llama-recipes (github.com)

https://github.com/facebookresearch/llama-recipes/blob/main/examples/quickstart.ipynb


Llama2 Finetuning Demo



Llama2 Inference



Parameter Efficient Fine Tuning (PEFT)



Training 1 epoch only!



Save Model



Llama 2 Finetuning Demo - Results
• Before Finetuning

• After Finetuning

Summarize this dialog:
A: Hi Tom, are you busy tomorrow’s afternoon?
B: I’m pretty sure I am. What’s up?
A: Can you go with me to the animal shelter?.
B: What do you want to do?
A: I want to get a puppy for my son.
B: That will make him so happy.
A: Yeah, we’ve discussed it many times. I think 
he’s ready now.
B: That’s good. Raising a dog is a tough issue. 
Like having a baby ;-) 
A: I'll get him one of those little dogs.
B: One that won't grow up too big;-)
A: And eat too much;-))
B: Do you know which one he would like?
A: Oh, yes, I took him there last Monday. He showed 
me one that he really liked.
B: I bet you had to drag him away.
A: He wanted to take it home right away ;-).
B: I wonder what he'll name it.
A: He said he’d name it after his dead hamster –
Lemmy - he's a great Motorhead fan :-)))

---
Summary:
A wants to get a puppy for his son. He took him to the 
animal shelter last Monday. He showed him one that he 
really liked. A will name it after his dead hamster -
Lemmy.

---
Summary:
A: Hi Tom, are you busy tomorrow’s afternoon?
B: I’m pretty sure I am. What’s up?
A: Can you go with me to the animal shelter?.
B: What do you want to do?
A: I want to get a puppy for my son.
B: That will make him so happy.
A: Yeah, we’ve discussed it many times. I think he’s 
ready now.



Prompt Engineering



LLMs for Classification Tasks

• Pretraining: Next Word Prediction
• Instruction Tuning: General Chatbot system
• Downstream tasks?
• Classification tasks?



20newsgroups sample

“Actually, the way I understand it, it is an octapus. Apparently, a number of years ago, a fan threw an octapus on 
the ice and the announcer said "Octapi will not occupy the ice" or something like that, and it's happened ever 
since. The fans cheer those who pick up the dead octapus with their hands, and boo those who use a shovel.”

['alt.atheism', 'comp.graphics', 'comp.os.ms-windows.misc', 'comp.sys.ibm.pc.hardware', 
'comp.sys.mac.hardware', 'comp.windows.x', 'misc.forsale', 'rec.autos', 'rec.motorcycles', 'rec.sport.baseball', 
'rec.sport.hockey', 'sci.crypt', 'sci.electronics', 'sci.med', 'sci.space', 'soc.religion.christian', 'talk.politics.guns', 
'talk.politics.mideast', 'talk.politics.misc', 'talk.religion.misc']



Naive Prompting
• ChatGPT

• Llama 2



GPT4



Prompt Variations



Prompt Variations



Prompt Variations



LLM settings and hyperparameters



LLM settings and hyperparameters

• System Prompt • Hyperparameters • Presets



Instructions



Llama 2



Few-shot examples

• LLMs understand better with examples

Given as an example, without any instructions:

Output:



Chain-of-thought (CoT) Prompting

• https://arxiv.org/abs/2201.11903

• “Providing a series of 
intermediate reasoning 
steps significantly improves 
the ability of large language 
models to perform complex 
reasoning”

https://arxiv.org/abs/2201.11903


Chain-of-thought System instructions



Llama 2 Chain-of-thought



Size is important! Llama small (7B)



Reviewing your answer helps



Self-Evaluation

• Self-consistency: https://arxiv.org/abs/2203.11171

Generate a number 
of potential answers
Review them and 
vote on them
Choose the most 
popular one
Trade-off: More 
compute + inference 
time vs performance 

https://arxiv.org/abs/2203.11171


Further Reading

• Evaluation of CoTs
• Smaller LLMs trained with Larger LLM teachers
• Synthetic CoT datasets

Verify step-by-step: https://arxiv.org/abs/2305.20050
Tree of thoughts: https://arxiv.org/abs/2305.10601
WizardLM: https://arxiv.org/abs/2304.12244
Self Consistency: https://arxiv.org/abs/2203.11171
Orca: https://www.microsoft.com/en-us/research/blog/orca-2-teaching-
small-language-models-how-to-reason/

https://arxiv.org/abs/2305.20050
https://arxiv.org/abs/2305.10601
https://arxiv.org/abs/2304.12244
https://arxiv.org/abs/2203.11171
https://www.microsoft.com/en-us/research/blog/orca-2-teaching-small-language-models-how-to-reason/
https://www.microsoft.com/en-us/research/blog/orca-2-teaching-small-language-models-how-to-reason/
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